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All of your Observability Data. All under Control. All under Budget.

DATA CHALLENGES
The explosion in data has seen businesses struggle to 
manage the volumes and costs involved while at the 
same time battling to shorten the time to insight. Data 
is highly valuable, providing real-time information on 
business performance, so needs to be accessible, but 
it also needs to be protected in line with compliance 
demands such as data protection regulations, creating 
a real dichotomy. 

Cloud-based data analytics platforms have played a 
significant role in helping businesses to solve these 
issues. But as the data mountain continues to grow, 
the storage and licensing costs involved are proving 
hard to justify. Businesses need to control spend and to 
demonstrate ROI. They need to be able to analyse but 
also to archive and readily retrieve data. And they need 
to avoid vendor lock-in in order to access other tools 
and technologies.

It’s for these reasons that many are now implementing 
observability tools to get the most out of their data 
analytics platform investment. Cribl Logstream is an 
Event Stream Processor (ESP) that allows you to more 
effectively manage your data, reducing the storage and 
processing required over your data analytics platform… 
and the associated costs. 

LogStream allows you to implement an observability 
pipeline helping you parse, restructure, and enrich data 
in flight– ensuring that you get the right data, where 
you want, in the formats you need.

BENEFITS
COST REDUCTION
Reduce log data by 30% or more to 
dramatically reduce your license, storage, 
and infrastructure costs.

COMPLETE CONTROL OF YOUR DATA
All machine data, in any format, to any data 
store. As data volumes continue to grow, 
we give you control to choose the right 
data sources and the best tools to get the 
answers you need.

PLATFORM INDEPENDENCE
Route to multiple destinations without 
having to install new agents or 
collectors with a vendor-
agnostic solution that gives 
you flexibility with the vendors 
that are right for you.

  
IMPROVED TIME TO INSIGHT
Centralize forwarding of all machine data to 
be shaped, enriched, and ready for analysis. 
Filter out data with little analytical value so 
you focus on insightful data you can use.
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SCENARIO 1 
You want to keep your data online for analysis 
for 90 days while at the same time routing it to 
an Amazon S3 bucket for cheaper, long-term 
storage. You then need to retrieve it from 
the S3 to investigate a security incident. You 
deleted the data from the analysis platform 
to save costs but because the original data 
is archived on the S3 you can replay it and 
analyse it at any time. Reducing data retention 
on fast, expensive storage can lead to huge 
cost savings (we have seen one company 
saving 93% on their storage costs this way).

SCENARIO 2
You have users who do not appreciate the 
costs associated with Splunk and who send 
huge amounts of unnecessary data to it. 
Using Cribl LogStream, you introduce a policy 
whereby DEBUG and INFO messages are 
dropped by default unless a ticket is raised to 
have them temporarily indexed by Splunk.

SCENARIO 1 
You need to move some or all of your data to 
a different data analysis platform that requires 
data in a different format (i.e. JSON). Route 
selected data to either or both new and old 
platforms, optionally, changing the format for 
each platform.

SCENARIO 2 
 Compliance regulations dictate that you must 
encrypt personally identifiable information in a 
specific format when it is sent to other tools. 
Using LogStream you can dynamically encrypt 
and convert the data into an acceptable format 
to meet your obligations.

SCENARIO 3
 You are receiving telemetry data as events. 
Each event has a series of header fields and 
one or more counters. Only counters are 
required to identify trends, so these verbose 
events can be turned into much smaller metrics 
and forwarded to the analysis platform.

BENEFIT

COST REDUCTION
BENEFIT

COMPLETE CONTROL OF YOUR DATA

PRODUCT BENEFITS
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SCENARIO 1 
Your current cloud provider has increased their 
prices to the point where you feel you have no 
alternative but to move to another provider. 
Routing a second copy of your data to the 
new provider can make it easier to migrate by 
allowing you to move one service at a time.

SCENARIO 2
You have source data on a legacy system 
in XML format and need to get the data to 
another tool for a security investigation. The 
destination tool can only receive in JSON 
format. Transforming the data on the fly using 
an Event Stream Processor allows you to 
continue to use existing systems, maximising 
TCO, while making it easier and more cost 
effective to route the data, avoiding the costs 
of transferring it to another tool.

SCENARIO 1 
 Your data contains many fields where the 
value is “null” 100% of the time. It is completely 
useless to waste license and storage space on 
a key/value pair, when the value is always “null”. 
So being able to remove both the “key” and 
“value”, when the value is “null” can save a great 
deal of space.

SCENARIO 2 
Your logging platforms sometimes generate 
duplicates which are being streamed straight 
to the data analysis platform, requiring you to 
process more data and utilise more storage  
than you need. Using an Event Stream 
Processor you can suppress identical events 
allowing just one copy through and reduce  
data ingestion by 93%.

SCENARIO 3
Your Windows Event Logs are uploaded to the 
Cloud daily, requiring you to upload terabytes 
of data. Deduplicating these event logs 
immediately cuts the data volume by 20%.

BENEFIT

PLATFORM INDEPENDENCE
BENEFIT

IMPROVED TIME TO INSIGHT

PRODUCT BENEFITS
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ARCHITECTURE
• Single binary distribution with zero 

dependencies

• Shared-nothing, super scalable 
distributed architecture

• Scales from laptop to 100s of nodes 
and 10000s of cores

• Highly parallelizable, highly 
performant platform built for 
extensibility

• Sub-millisecond latency

• Tested to upwards of 20PB/day

INTEGRATIONS
•  Over 50 integrations out of the box 

(more added on every release)

•  Native protocol support for leading 
sources and destinations of logs & 
metrics

•  Out of the box TLS support for all 
integrations that support it.

•  Out of the box support for IAM and 
Assume roles (AWS specific)

•  Live data capture for integration for 
troubleshooting and inspection

•  Rich logging, metrics and real-time 
status for each integration

•  Baked-in connectivity tests & results 
for each integration

•  Support for arbitrary REST endpoint 
data collection

•  Support for arbitrary Script based 
data collection

MANAGEMENT
•  Enterprise grade authentication 

support (LDAP, SSO, etc.)

•  Policy-based RBAC for fine-grained 
permissioning

•  Intuitive, rich user interface for 
distributed system management

•  Single, centralized management 
console for 100s of groups/nodes

•  Dependable config version control 
with ability to revert changes

•  Built-in, real-time configuration 
change validation

•  Centralized support for certificate 
and key management

•  Built-in data generators for pipeline 
and destination testing

WORKING WITH DATA
•  Interactive, user-friendly, efficient UI 

for working with streaming data

•  Visual authoring, validation and 
troubleshooting of data pipelines

•  Data Preview with instant feedback 
for visual inspection of events as 
they’re being transformed

•  Live capture on multiple points 
as events travel from source to 
destination

•  Built-in documentation and 
contextual tooltips help on every 
screen

•  Over 30 out-of-the-box Functions 
(more added with every release) 
that support arbitrary data 
transformations, securing and 
enrichment.

•  Over 40 built-in C.* function 
methods for finer processing 
capabilities… plus powerful 
JavaScript for almost-arbitrary data 
transformations

•  IDE-like experience with auto-
complete and typeahead assist

•  Automatic byte-stream to events 
conversion/breaking using intelligent 
rules with optional user overrides

•  Automatic timestamp format 
recognition with optional user 
overrides

•  Timezone recognition and/or 
correction

•  Built-in JavaScript expression editor 
with live result preview

•  Built-in Regex editor with live match 
& capturing group preview

•  Built-in Regex Library for most 
common regex, extensible

•  Out-of-the-box parsing support for 
many well known data sources

•  User-defined data parsers for K=V, 
CSV, ELFF, CLF, JSON and delimiter 
based values

•  Regex-based field extractions and 
native Grok pattern support

•  Event schema validation support 
using JSON Schema standard

•  Support for Global Variables - 
re-usable and composable JS 
expressions that can be referenced 
by any Function

•  Real-time data enrichment via 
lookup tables. Exact, Regex and 
CIDR support out of the box

•  Support for geoip enrichment using 
Maxmind binary databases.

MONITORING
•  Built-in Monitoring covering all 

aspects of a distributed deployment

•  Built-in centralized log search across 
100s of groups/nodes

•  Rich, visually dense, dashboards 
built for admins/operators

•  Contextual monitoring for all sources 
and destinations

•  Ability to forward full-fidelity internal 
logs & metrics to external solutions

MINIMUM TECHNICAL 
REQUIREMENTS

System
•  4 physical cores

•  8GB RAM

•  5GB free disk space

Sizing Guidance
•  1 physical core for each 400GB/day 

of IN+OUT throughput

E.g., 4 TB IN -> full 4TB to Destination A, 
plus 2 TB to Destination B = 10TB total = 
25 physical cores.

PRODUCT FEATURES

4DATASOLUTIONS.COM

http://4datasolutions.com

