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SOLUTIONS

HOWRNOIGUIDES

LONG-TERM STORAGE FOR GoBD

Secure, Immutable, Auditable GoBD-Compliant Storage at Scale




Storing data securely and immutably is a challenge.
Doing it while streaming the data elsewhere is even harder.

In this 4Data ‘How To’ guide, we walk through building a solution to achieve the following requirements:

« Store data immutably for 11 years

o Duplicate the data

» Send the data to Splunk Enterprise

« Restore GoBD data for audit from the storage
« Audit the data in Splunk Enterprise

The whole setup can also be used to simply store your important data in an archive outside your data
platform (in our case, Splunk Enterprise).

This can be beneficial in multiple ways; to fulfil legal requirements; to reduce the cost of storing the data
on fast searchable storage, or simply to create offsite storage.

The technologies we will use here are:

Storage: AWS S3 (Glacier) Deep Archive

Routing: Cribl Stream

Audit/Searching: Splunk Enterprise
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https://4datasolutions.com/services/splunk-services/

The setup on completion of all steps should look like this:

AWS Account
KEY
Splunk to Splunk ——m8 >
Cribl Stream write to S3 Bucket —— >
Cribl Stream replay from S3 Bucket --------- >
Splunk
Indexers
Site 1
DUPLICATES <>
Cribl Stream N )
Worker \ 6 =
\ REPLAY
TCP: 8088
AES256 Encrypted S3
GoBD-compliant
long-term storage bucket
Elastic
Loadbalancer u\$’u
TCP: 8088

In this scenario, everything is already located in
AWS. If you are using an on-prem environment, you
will need to have secure upstream to AWS S3 for
this setup to work securely.

If you have specific requirements that you would
like to discuss with us here at 4Data, simply get in
touch via the contact page or the Chatbot.
Pre-requisites (all located in AWS):

e Splunk Enterprise

e Cribl Stream

¢ AWSS3
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SET UP THE AWS S3 BUCKET

To keep this walkthrough simple, we are working with the AWS Console
instead of the Command-line Interface (CLI) or Infrastructure as Code
(laC) platforms like Terraform.

To store something in AWS S3, we need an S3 Bucket. To create a
bucket we simply log in to the AWS Console and switch to the S3 Ul.
Here we create a new bucket.

In our case, this will be a Bucket named “gobd_demo”.
Choose the region in which your Cribl Stream instance lives.

Now we will change some settings to fulfil some of the requirements
for GoBD compliance.

1. Disable Public Access

Block Public Access settings for this bucket

Public access is granted to buckets and objects through access control lists (ACLs), bucket policies, access point policies, or all. In order to
ensure that public access to this bucket and its objects is blocked, turn on Block all public access. These settings apply only to this bucket
and its access points. AWS recommends that you turn on Block all public access, but before applying any of these settings, ensure that your
applications will work correctly without public access. If you require some level of public access to this bucket or objects within, you can
customize the individual settings below to suit your specific storage use cases. Learn more [

Block all public access
Turning this setting on is the same as turning on all four settings below. Each of the following settings are independent of one another.

-~ Block public access to buckets and objects granted through new access control lists (ACLs)

s3 will block public access permissions applied to newly added buckets or objects, and prevent the creation of new public access
ACLs for existing buckets and objects. This setting doesn’t change any existing permissions that allow public access to S3 resources
using ACLs.

- Block public access to buckets and objects granted through any access control lists (ACLs)

S3 will ignore all ACLs that grant public access to buckets and objects.

- Block public access to buckets and objects granted through new public bucket or access point policies
S3 will block new bucket and access point policies that grant public access to buckets and objects. This setting doesn't change any
existing policies that allow public access to S3 resources.

= Block public and cross-account access to buckets and objects through any public bucket or access point
policies
S3 will ignore public and cross-account access for buckets or access points with policies that grant public access to buckets and
objects.

Upcoming permission changes to enable all Block Public Access settings
Starting in April 2023, to enable all Block Public Access settings when creating buckets by using the S3
console, you will no longer need the s3:PutBucketPublicAccessBlock permission. Learn more [4

2. To add encryption at rest we will have to enable encryption:

Default encryption info

Server-side encryption is automatically applied to new objects stored in this bucket.

Encryption key type Info
O Amazon S3 managed keys (SSE-S3)
() AWS Key Management Service key (SSE-KMS)

Bucket Key
When KMS encryption is used to encrypt new objects in this bucket, the bucket key reduces encryption costs by lowering calls to AWS KMS.
Learn more

() Disable
O Enable

3. Enable Object Lock

v Advanced settings

Object Lock
Store objects using a write-once-read-many (WORM) model to help you prevent objects from being deleted or overwritten for a fixed
amount of time or indefinitely. Learn more

() Disable
O Enable

Permanently allows objects in this bucket to be locked. Additional Object Lock configuration is
required in bucket details after bucket creation to protect objects in this bucket from being deleted
or overwritten.

® Object Lock works only in versioned buckets. Enabling Object Lock automatically enables Bucket Versioning.

Enabling Object Lock will permanently allow objects in this bucket to be locked

Enable Object Lock only if you need to prevent objects from being deleted to have data integrity and
regulatory compliance. After you enable this feature, anyone with the appropriate permissions can put
immutable objects in the bucket. You might be blocked from deleting the objects and the bucket.
Additional Object Lock configuration is required in bucket details after bucket creation to protect objects
in this bucket from being deleted or overwritten. Learn more [4

I acknowledge that enabling Object Lock will permanently allow objects in
this bucket to be locked.
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STEP 1 SET UP THE AWS S3 BUCKET

The bucket can now be created, after which we will make some further 5. Once the bucket is created there are some other steps to complete for
adjustments to the bucket properties. compliance with the GoBD regulation: Edit the object lock to enable
retention and set the mode to “Compliance”. This will keep the data
for the allotted retention period and no one can override or delete any

4. (Optional) If you track/index your AWS data in Splunk for additional ) ) :
of the objects during that period.

auditing capabilities, then enable server access logging.

Amazon S3 > Buckets » gobd-demo » Edit Object Lock
Amazon S3 ) Buckets » gobd-demo ) Edit server access logging

Edit server access logging Edit Object Lock

. Object Lock
Server access logging 8 : . A ; .
Store objects using a write-once-read-many (WORM) model to help you prevent objects from being deleted or overwritten for a fixed

Log requests for access to your bucket. Learn more [ amount of time or indefinitely. Learn more
Server access logging
() Disable ® Once Amazon S3 Object Lock is enabled, you can't disable Object Lock or suspend Bucket Versioning for the
O Enable bucket.

Bucket policy will be updated Object Lock

When you enable server access logging, the S3 console automatically updates your bucket policy to Enabled

include access to the S3 log delivery group.

Default retention
Automatically protect new objects put into this bucket from being deleted or overwritten.

() Disable
O Enable

Target bucket
[s://bucket/for/logglng | l Browse S3 l

Format: s3://bucket/prefix
Default retention mode

() Governance
Cancel Save changes Users with specific IAM permissions can overwrite or delete protected object versions during the
retention period.

© Compliance
No users can overwrite or delete protected object versions during the retention period.

e In compliance mode, an object is immutable until its retention date has passed
To delete objects that have this configuration, you must close the AWS account that they are associated
with. Learn more [4

Default retention period

‘ ’ Years v

‘11

Must be a positive whole number.
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STEP 1 SET UP THE AWS S3 BUCKET

6. Adjusting the permissions on the bucket policy.

This is what the policy should look like:

"Version":
WiElm g i
"Statement": [
{
Uiy W)
"Effect" S
Wizl peierll P g
"AWS": "M
}I
"Action":
ERESOIECCE:

"5id": "De

"Effect":

Uiz peierll Vg
VAWST . Mk

}I

"Action":

YResouizee " g

Wigalel g

Winsehe(Yehe Vg

EPrincipailt
VARG, Mxw

}I
ARG EonS:
"Resource": "arn
Eeondiitlonil I
"Bool": {
"aws:SecureTransport":

"
’
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7. The Bucket ACL (Access Control List) should be adjusted to look like this
so that only entities in your AWS Account can read/write to that bucket.

Access control list (ACL)

Grant basic read/write permissions to other AWS accounts. Learn more [

‘ Edit

using Amazon S3 Block Public Access [3

@ Public access is blocked because Block Public Access settings are turned on for this bucket
To determine which settings are turned on, check your Block Public Access settings for this bucket. Learn more about

@ The console displays combined access grants for duplicate grantees
To see the full list of ACLs, use the Amazon S3 REST API, AWS CLI, or AWS SDKs.

Grantee

Bucket owner (your AWS account)

canonicat 10: (3 | 5 - -

Everyone (public access)

Group: [J http://acs.amazonaws.com/groups/global/AllUsers

Authenticated users group (anyone with an AWS account)

Group: [J http://acs.amazonaws.com/groups/global/AuthenticatedUsers

S3 log delivery group

Group: [J http://acs.amazonaws.com/groups/s3/LogDelivery

Objects

List, Write

Bucket ACL

Read, Write




STEP 1 SET UP THE AWS S3 BUCKET

8. Now the last bit is to give your Cribl Stream instance access to that bucket.
To achieve this, we will attach the following policy to the instance role.

"Version":

nIgr .

@l

"Statement": [

{

You can achieve this by simply moving to IAM and creating a new policy.
Paste the example shown here. After the policy has been created, move
to the IAM Roles and select the role used on your Cribl Stream instance.
Simply attach the policy you just created.

"Sid" :

"Effect

et Al
WARST . Mk

}I

"Action":

ERESOIRCEE:

"5id": "De
UEffect
R P Al

NAST . Mk
}I

"Action":

EP i caipail
WAST . Tk

}I

Ui ereslemiy Wl

"Resource": "arn:

Eeondiiafonil Nl
"Bool": {

"aws:SecureTransport":
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Now that we have set up AWS S3, as well as the policies for
access to the bucket, let’s start setting up Cribl Stream.



SET UP CRIBL STREAM

To set up Cribl Stream to send to both S3 and Splunk, we need

to configure them as destinations. In Cribl Stream, navigate to
Destinations and select Splunk Single Instance, or if you are using

a distributed environment, Splunk Load Balanced. Create a new
destination with the details of your Splunk instance and ensure the
appropriate ports are open in your AWS security policy. Do the same for
the S3 bucket, under Destinations, Amazon S3.

To grant Cribl Stream access to the S3 bucket, adjust the settings of
the bucket destination as follows:

1. Assuming Cribl Stream is running in the same environment as your
S3 bucket, select the ‘Auto’ authentication method.

Destinations > Amazon S3

gobd_demo
Configure Status Charts Live Data Logs Test
General Settings Authentication method @

Authentication

| Manual ® Secret @

Assume Role
Processing Settings ~

Post-Processing

Advanced Settings

2. Under ‘Assume Role’, enter the ARN of a role with sufficient
access to your S3 bucket. This role should be able to read,
write and restore objects in your S3 bucket.

Destinations » Amazon S3
gobd_demo

Configure Status Charts

General Settings
Authentication
Assume Role
Processing Settings
Post-Processing

Advanced Settings

Live Data Logs Test

Enable for 3 ® (_J
AssumeRole ARN @
arn:aws:iam: | ro'e/role_for_cribl_instances_gobd-bucket

External ID ®
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STEP 2 SET UP CRIBL STREAM

Back under General Settings, there are some options available to you to
format the structure of the bucket when Cribl Stream stores your data.

1. The ‘Key Prefix’ determines the name of the root directory created

in the S3 bucket

2. The ‘Partitioning Expression’ allows the use of a JS expression
to determine how the files are partitioned, which can include

fields from the events themselves

Our example stores all files under a root directory named ‘gobd’ and
stores files in subsequent directories ordered by year/month/day/index

Navigate to Advanced Settings and select the following:

1. Under ‘Object ACL’ select ‘Bucket Owner Full Control’

2. Now, to satisfy the long-term storage requirements, select the
storage class that you would like Cribl Stream to store the data in

Max open files ®
Advanced Settings 100

Add output ID ® Remove staging dirs @
D

Endpoint ®

Key prefix* @
I gobd
Data format* @

JSON
Vv OPTIONAL SETTINGS

Region @

Enter endpoint

Object ACL ®

Bucket Owner Full Control

Storage class @

Deep Archive

I EU (London)

Partitioning expression @

I'${C.T1’me.strft'ime(_t1'me, '%Y')}/${C.Time.strftime(_time, '%m')}/${C.Time.strftime(_time, '%d')}/${index}"

Al Now, Cribl Stream is able to send events to both our S3 bucket and our

Splunk environment. We also need to configure the collector which will
pull the restored events from S3 in the event of an audit.
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STEP 2 SET UP CRIBL STREAM

Navigate to Data - Sources and filter by Collectors. Select the
S3 collector and create a new collector. Ours will be named
‘gobd_collector’. After naming the collector, select the S3
destination we just configured in the ‘Auto-populate from’
drop-down to automatically configure the collector with the
correct settings from our bucket.

Sources > Collectors » S3
New Collector

Collector Settings I Collector ID* @

gobd_collector
Result Settings A

Auto-populate from @

Custom Command

Event Breakers s3:gobd_demo

IEnTer S3 bucket
Fields
> AUTHENTICATION

Result Routing
> ASSUME ROLE
Advanced Settings Vv OPTIONAL SETTINGS

Region ®

Our collector is now set up. The collector also provides a ‘Path’
variable similar to the S3 destination. This determines where

the collector looks for events and allows the folder values to be
tokenised into fields within the event. This is where we create the
“S3_*" fields used in our pack.

Path ®

gobd/${S3_year}/${S3_month}/${S3_day}/${S3_index}

Path extractors @
+ Add extractor

Now we are ready to configure our Routes and Pipelines to send the
data to the relevant destinations. Fortunately, we have created a pack
containing the majority of the config required here to make this easier.
Download it here and install it via the Cribl Stream Ul.
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https://github.com/4DataSolutions/cribl-stream-packs/tree/main/4Data_GoBD_Restore

STEP 2 SET UP CRIBL STREAM

Once installed, open the pack and you will see two routes configured.

pack | () 4Data_GOBD_ResT Routes Pipelines Knowledge Pack Settings Attached to 2 resources
o ®B89
Route Filter Pipeline
Send2s3 !__inputId.includes('gobd_collector') S3_Event_Format
Route Name*  Send2S3
Filter @ I |__inputId. includes (' gobd_collector') o v
Pipeline* ®  s3_Event_Format 2
Description @  Replace the name of the collector with the one used in your configuration
Final @
@ P @A Foms3 __inputTd.includes('gobd_collector') collector_cleanup
Route Name*  FromS3
Filter @ I__inputId.includes('gobd_collector') 5V
Pipeline* @  collector_cleanup @
Description @ Replace the name of the collector with the one used in your configuration
! Final ®
The first takes any data sent to it that doesn’t come from our collector
and processes it ready to be sent to S3. The second takes any data
that does come from our collector and processes it ready to be sent
to Splunk. If you configured your collectors with different names,
make sure to update the route filters here.
Now we just need to associate these
routes with their destinations. To do this, X DA~ Route Filter Pipeline/Output Events - [ o oropeed
create two routes outside the pack: Qi@ GOBD send2s3 |__inputTd.includes ('gobd_collector') ogob oy o estore (dbata GOBD Restore) 400,000 A
Route Name* = GOBD send2S3
1. Create a filter that selects the GoBD )
eets Filter ® I !__inputId.includes (" gobd_collector') v
data you want to archive in S3, then
&

select the GoBD_Restore pack as the
pipeline and the S3 bucket as the
destination.

Pipeline* @ | pACK 4Data_GOBD_Restore (4Data GOBD Restore)

Enable Expression @ (J lo

Output @ = s3:gobd_demo

Description @ | Send data to GOBD S3 bucket

Final ®
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STEP 2 SET UP CRIBL STREAM

2. For the second route, use the filter from the Pack which selects
events from our GoBD collector. Set the pipeline to the GoBD_
Restore pack and set the destination to Splunk.

@A GOBD send2Splunk __inputId.includes('gobd_collector')

Route Name*  GOBD send2Splunk
Filter @ I __inputId.includes('gobd_collector')

Pipeline* ® | pACK 4Data_GOBD_Restore (4Data GOBD Restore)

Enable Expression @ Q 0

PACK ' 4Data_GOBD_Restore (4Data GOBD Restore)
splunk:Splunk

0.000%

L] v

Output @ ’ splunk:Splunk

Description ®  Send data to Splunk audit index

Final ®

Now Cribl is configured and ready to go.
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SET UP A SPLUNK GoBD AUDIT APP

We want to have a very simple audit process so the GoBD auditor
doesn’t necessarily need SPL knowledge. To achieve this, we will
utilise our 4Data-made GoBD Audit App. This will cover some very
important pieces of compliance.

1. Being able to set up the Audit Dashboard with different
fields of interest

2. The audit ability itself
3. Ability to track access to the GoBD bucket

4. Alert on changes to the bucket (This shouldn’t be possible
with the settings we have used to set up the bucket)

5. Log the audits done

6. Audit who has accessed the GoBD audit index
(this might be added depending on the progress of development)

7. Delete audit data in Splunk when finishing the audit

You can create your own dashboards to achieve the same results.

We utilise a couple of searches to achieve those pieces of compliance.

These are the Dashboards in our App:

GoBD Bucket Access Tracker

Users Interacting with the Bucket

Access List
Exact time ¢ actions & AWS Account ¢ Access Role ¢
15:04:10.847 2023-04-05 PutObject I3 AEepr—— -7 e 3

15:09:20.886 2023-04-05
15:09:20.887 2023-04-05

.938 2023-04-05
15:1 .939 2023-04-05
15:19:50.979 2023-04-05

GoBD Index Access Audit
Who has accessed the GoBD index and when?

Splunk GoBD Access Audit

Shows Access to GoBD index by user
User access over time
100,000
10.000

1000

Sa. Apr.1 So. Apr. 2

userName &

unknown
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TEP 3 SET UP A SPLUNK GoBD AUDIT APP

GoBD Audit Dashboard

This dashboard will walk the auditor in a “Wizard” style through
the selection of fields and values he would like to check. This is
highly customizable.

GOBD audit

Letzte 7 Tage

Default Fields

customer_id X
invoice_id X = product_id X
transaction_id X

timestamp X source X

Reset Table

Suche
Click a cell to narrow the search to that value. Reset with "Reset Table"
customer_id ¢ invoice_id product_id & transaction_id ¢ timestamp source
1001 p) 1T10: /Volumes/Macintosh HD/! / op/orde mple.json
1m /Volumes/Macintosh F /Desktop/order_example. json
/Volumes/Macintosh HD S /Desktop/order_example. json
INV-001 R1IR /Volumes/Macintosh F ayment_example. json
INV-001 0 4-0 - /Volume: acintosh K yment_example. json
INV-001 0 14-0 9:15:4 acintosh HD Je ple.json
-001 400 ] 2 4-9 17 4 / ment_ ple.json
-001 04 J € shipment_. ple.json

INV-001 4 :00: U < ipment_example. json
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STEP 4

REPLAY AUDIT DATA

‘Initiate Restore'.

CriblOut-daFSwv.1.json s

In order to access it you must first restore it. Learn more [4

Properties Permissions Versions

Here you can select the number
of days you would like the
restored data to be available for
and the speed of the retrieval.
The speed will depend on which
storage class you chose to use to
store the data when configuring
the S3 destination in Cribl.

To replay the audit data from S3, we first need to restore it from
Glacier. In order to keep things simple, we will do this in the AWS web
Ul. Simply navigate to the file(s) you would like to restore and select

Amazon S3 > Buckets » gobd-demo > gobd/ > 2023/ > 03/ > 09/ > undefined/ > CriblOut-daFSwv.1.json

Copy 53 URI M Download Open [4

This object is stored in the Glacier Flexible Retrieval (formerly Glacier) storage class

Initiate restore .+

To restore objects you must first initiate a restore request, and then wait until the objects are available. Retrieval fees apply.
Learn more [ or see pricing [4

Restore objects from Glacier Flexible Retrieval (formerly Glacier)
When the restore request is initiated, temporary copies of the objects will be available for the number of days you specify in the requests.
Retrieval fees apply. Learn more [4 or see pricing [

Number of days that the restored copy is available
The restored copy is automatically deleted after a specified number of days.

E

Number of days must be a positive integer.

L0

Retrieval tier

© Bulk retrieval
Typically within 5-12 hours.

(O Standard retrieval
Typically within 3-5 hours.

() Expedited retrieval
Typically within 1-5 minutes when retrieving less than 250 MB.

14
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STEP 4 REPLAY AUDIT DATA

Once restored, you will see a banner at the top of the page on the
event informing you of the restore status and the time remaining for the

availability of the data.

In order to access it you must first restore it. Learn more @&

Criblout XEZCaS 1 json o l Copy S3 URI I I M Download | | Open [4 ] I Object actions ¥ l
o ol nfo
A This object is stored in the Glacier Flexible Retrieval (formerly Glacier) storage class

@ Restoration complete
Learn more about restoring archived objects [4

Restoration status
Completed

Restoration expiry date
March 12, 2023, 00:00:00 (UTC+00:00)

Properties Permissions Versions

At this point, the data is ready
for Cribl to collect and re-ingest
into Splunk.

In Cribl, navigate to Data,
Sources and filter by collectors.
Select the S3 collector and on
our GoBD collector select Run.

This will show the collector
screen where we can retrieve
our data. Write a filter to
select the data you would like
to retrieve. This can include
the fields created in the Path
variable from the collector
configuration created earlier.

Run Collector: gobd_collector X
Mode* ®
Discovery Full Run
Time range ® Earliest ® Latest ® Range Timezone ®
Absolute I Enter earliest Enter latest uTC
Filter ®

I S3_year=="2023" && S3_month=="03" && S3_day=="09"
Vv PREVIEW SETTINGS
Capture Up to N Events ®

Capture Time (sec) @ Where to capture @

60 100 1. Before pre-processing Pipeline

> ADVANCED SETTINGS

= -

Running the collector in Preview mode will
show a sample of the events that will be
returned when the collector is run. Running in
Discovery mode will display the total number
of events that will be returned by the collector,
and running in Full Run mode will do what we
need and return the events themselves.

Select Full Run and run the collector.

And that’s it! Cribl will automatically route the
collected data to our GoBD pack and onto the
configured Splunk index. It’s time to jump into
Splunk and take a look at the data.
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STEP 5

TEST THE GoBD AUDIT DASHBOARD

Conclusion

As we have seen, by combining data routing
solutions like Cribl Stream, AWS S3 and Splunk
Enterprise, it is possible to achieve what other
provides of proprietary solutions get paid a
pretty penny for.

This solution can also be implemented to store
data for a long time in cheaper storage, with
the flexibility to restore and search through
this at any point later.

In today’s data-driven world, ensuring secure
and immutable storage while complying with
GoBD regulations is a challenge. However,

a comprehensive solution that uses AWS

S3, Cribl Stream and Splunk Enterprise can
make this process easy and cost-effective.
This solution offers long-term storage, data
duplication and auditing capabilities, all of
which are essential for organisations that
need to adhere to GoBD guidelines.

(T)data

SOLUTIONS

By following the step-by-step instructions
provided in this guide, organisations can set up
the solution quickly and efficiently, while also
ensuring the security and integrity of their data.
With the ability to restore and search through
data at any point, this solution is not only
compliant, but also flexible and scalable, making
it an ideal choice for businesses of all sizes.

So, if you're looking for a secure and compliant
storage solution for your organisation, look no
further than AWS S3, Cribl Stream and Splunk
Enterprise. If you like the solution, but are
unsure whether this can be implemented by
you or your team, 4Data Solutions’ Professional
Services team is here to help.

Contact us today at: 4datasolutions.com, call us on +44 (0)330 128 9180 or email info@4datasolutions.com.
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